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Analysis 

 The task can be interpreted geometrically – we are given a table of size        , in which some squares 

are filled. We need to find the minimum number of paths that cover all the filled squares, given that the paths can 

move at most   position left or right for one move down. 

 

 The first subtask is for    points. In order to solve it, we have to notice that we can build a graph that 

connects two filled squares only if we can reach one from the other. Then the answer will be the least number of 

paths needed to cover this graph. How can we find this number? Every edge between two nodes that participates 

in a path decreases the number of paths by   (because we use the same path for both nodes). Thus, we need to 

find the maximum number of edges that will be in the paths. We can see that this is equivalent to finding the 

maximum bipartite matching in the following graph: Each node splits into two parts – one for receiving edges, and 

one for starting edges. Edges are directed from the start nodes to the end nodes if a path between them is 

possible. The matching can now be solved with any algorithm for bipartite matching (e.g. Kuhn), or a maximum 

flow algorithm (Ford-Fulkerson or Dinic). The graph has       edges and       nodes. Consequently, this 

idea will have a complexity of       or        , depending on the chosen matching algorithm. 

 For now, we will skip the second subtask because it is an unoptimized version of the full solution. The 

third subtask, which awards    points in total, has a solution that is very different from the algorithm for     

points (although, in competition, programs which got    points were mostly just inefficient implementations of 

the idea for    ).  We notice that there is always a solution, in which the paths don’t ever cross. This is because 

we can always remove an intersection by just swapping the next squares in the paths. Consequently, in any such 

solution, the cells, which the paths visit, are always in the same order for each row (e.g. path  ’s cell is always to 

the left of path  ’s one). Now, we will sort all the cells by their house and we will iterate through them. We will 

keep a list of paths, from the one most to the left, to the one most to the right. When we get a new filled cell, we 

will need to find its optimal place in those paths. What is this place? It is the first path (from the left) it can join. 

When we have one path that is obviously the case. Otherwise, by induction, we know that all cells until now were 

inserted in this way. This means a path that is more to the right is better. Therefore, we want to choose the worst 

path our cell will be able to join i.e. the first one. As we know that paths to the right are always better, we can 

binary search for the first one our cell can join. To quickly check whether a square can join a path, we will 

represent the paths as sets. We can then use lower_bound to find the potential position of our cell, and then can 

The example from the problem statement illustrated 
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also insert it quickly. If our cell cannot be inserted into any of the paths, then a new path must be added. Overall, 

the solution has a complexity of           – the   factor is from iterating the cells, one of the    s is from the 

binary search on the paths, and the other from the lower_bound in the path itself.  

 The second subtask is for    points in total. Although there are other solutions that pass this subtask, we 

will show the one that leads to the full solution. We will rotate the squares by    degrees by changing every point 

from       to    –          . Now it is easy to see that a filled square         can reach another filled square 

        if       and       (in this case the first square would be the one with smaller  ). We can now sort by 

  (and then if  s are equal by  ) and simplify our problem. We just need to find out the minimum number of non-

decreasing subsequences of   to cover the whole array. A greedy algorithm would work here – just start a 

subsequence from the first non-visited index and continue adding numbers as soon as you can. Then repeat the 

process again until all indices are visited. This works in      . 

 The last subtask awards     points in total. We just need to optimize the solution from the previous 

paragraph. For each subsequence, we can maintain its current last number. By doing this, we can find the biggest 

number we could use as previous to our current one with just a binary search. This actually turns out to be 

equivalent to finding the largest non-increasing subsequence in the array. We can implement this with vector and 

lower_bound, multiset, or Fenwick. The complexity is        ). 
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